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We introduce MoS (Mixture of States), a novel fusion paradigm for multimodal di [udion models that
merges modalities using flexible, state-based interactions. The core of MoS is a learnable, token-wise
router that creates denoising timestep- and input-dependent interactions between modalities’ hidden
states, precisely aligning token-level features with the di [udion trajectory. This router sparsely selects
the top-k hidden states and is trained with an e-greedy strategy, e Lciehtly selecting contextual features
with minimal learnable parameters and negligible computational overhead. We validate our design
with text-to-image generation (MoS-Image) and editing (MoS-Editing), which achieve state-of-the-art
results. With only 3B to 5B parameters, our models match or surpass counterparts up to 4 larger.
These findings establish MoS as a flexible and compute-e [cieht paradigm for scaling multimodal
di [udion models.
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Figure 1 Generation examples by MoS-Image (left) and MoS-Edit (right). MoS introduces a learnable, token-wise router

that e Cciehtly aggregates feature states across modalities. This allows for high-quality visual synthesis, producing
photorealistic and stylized outputs from text and image inputs with precise control and quality.

1 Introduction

Multimodal generation is a fundamental application of modern Al, enabling models to synthesize high-quality
visual content such as images and videos from conditional inputs (Rombach et al., 2022; Gao et al., 2025;
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Baldridge et al., 2024; Polyak et al., 2024a; Wu et al., 2025a; Liu et al., 2025a). In this paper, we focus on text-to-
image generation and instruction-based image editing tasks, a domain where a central challenge lies in e ectively
aligning textual and visual signals. This problem is non-trivial, as the modalities rely on di [erent modeling
objectives: text models are typically trained with contrastive learning (Radford et al., 2021), masked-token
prediction (Devlin et al., 2019; Ra [ellet al., 2020), or next-token prediction (Team et al., 2024; Touvron et al.,
2023; Brown et al., 2020), whereas visual models often adopt di [udion-based generation (Ho et al., 2020; Neal,
2001; Jarzynski, 1997) or flow matching (Lipman et al., 2023; Esser et al., 2024b). Consequently, alignment
requires bridging not only heterogeneous representations but also distinct designs across modalities.

Prior studies address this challenge through various hand-crafted designs. These dominant fusion techniques,
as well as the method we propose, are built upon the transformer architecture (Vaswani et al., 2017; Dosovitskiy
et al., 2020; Schmidhuber, 1992), which serves as a powerful backbone for modeling both textual and visual
representations. The primary strategies include: i) Cross-attention methods (Rombach et al., 2022; Vaswani
etal., 2017; Chen et al., 2023; Xie et al., 2024) insert new attention blocks into the visual model, projecting
text embeddings onto key-value vectors to enable cross-modal token interactions. ii) Self-attention methods
(Esser et al., 2024a; Chen et al., 2025a; Qin et al., 2025) instead concatenate text and visual tokens into a unified
sequence, processed by shared attention layers. While this allows for deeper, bidirectional fusion than cross-
attention and often yield stronger performance, its computational cost is often prohibitive, scaling quadratically
with the combined sequence length; iii) MoT (Mixture-of-Transformers), a more recent method (Deng et al.,
2025; Liao et al., 2025; Liang et al., 2025; Shi et al., 2024), establishing layer-wise cross-modal connections
by sharing key—-value vectors between corresponding text and visual blocks. This method facilitates a finer-
grained interaction, but its rigid, layer-by-layer design imposes a strong architectural constraint: the text and
visual backbones must be symmetric, with a one-to-one block correspondence.

Through our ablations, we have identified three critical design principles for improving text-visual represen-
tation alignment that challenge the hand-crafted/fixed-interaction paradigms of prior work:

~ Layer selection should be adaptive, not xed. We find that using a single fixed layer, typically the final-layer
feature from the text branch, as commonly adopted in cross- and self-attention methods, is suboptimal.
Furthermore, the rigid one-to-one layer correspondence of MoT assumes that text and visual features
align symmetrically, an assumption for which we find no experimental support. This suggests that
di [udion models do not consume language features in a strictly sequential or layer-aligned manner,
making a exible selection mechanism essential.

Conditional signals should be dynamic and timestep-dependent. We validate that the common design in
modern text-to-image models, which encodes the text embedding once and keep it static, creates an
"information mismatch" with the dynamic nature of the denoising process. We argue that the conditional
guidance needs to adapt as the input noise level and denoising step change.

Conditional signals should be token-speci c. Our findings indicate that it is more e [edtive to allow each
token to source its representation adaptively from di Lerkent layers, rather than using a single, shared
layer embedding to represent all tokens uniformly. This supports a more granular, token-level view of
context conditioning.

To this end, we introduce Mixture of States (MoS), a new framework that enables multimodal interaction to

adapt dynamically to the input and denoising step. Unlike prior fixed-interaction designs, MoS grants the

vision branch access to all textual hidden states across all layers and employs a learnable, token-wise router to
selectively aggregate features at each denoising step. As shown in Fig. 2, this sparse yet dynamic routing

allows any visual token, at any denoising step and within any transformer block, to attend to tokens from any layer of the
text encoder. This e [ectively bridges the gap between textual representations and visual di [udion dynamics.

We systematically explore the design space of MoS, including its input formulation, architectural configuration,
and training strategy. Building on this foundation, we present a family of multimodal generation models that
support two multimodal generation tasks: image generation (MoS-Image) and image editing (MoS-Edit).

In all, our contributions are threefold:

~ We propose Mixture of States, a novel and flexible fusion mechanism for multimodal di [udion models.
Its design, characterized by dynamic, sparse, and state-based interactions, is inherently adaptive and



(a) Cross-Attention (b) Self-Attention (c) MoT (d) MoS (Ours)

Figure 2 MoS enables sparse and dynamic interactions across modalities and transformers. We illustrate MoS with text-
to-image generation. Previous approaches, such as (a) cross-attention and (b) self-attention, typically provide only the
final text encoder block’s embedding as input to the visual branch, limiting the richness of cross-modal information.
(c) MoT (Mixture-of-Transformers) attempts finer-grained interaction by passing outputs from all text blocks in a rigid,
layer-by-layer fashion. In contrast, our proposed (d) MoS (Mixture of States) employs a learnable sparse interaction that
dynamically links any text block to any visual block. The routing adapts to the current input, comprising the text prompt,
visual latents, and denoising step embeddings, enabling flexible and e [Ccieht multimodal fusion.

aligns with the iterative di [udion process.

We introduce MoS-Image and MoS-Edit (3-5B parameters) that serve as a blueprint for scaling the
MoS design. We demonstrate its ability to e [edtively merge asymmetric text and visual backbones,
overcoming a key limitation of prior fusion methods.

Extensive evaluations show that MoS-based models achieve state-of-the-art performance on image
generation and editing tasks at a similar parameter scale. Notably, our 5B parameter model matches or
surpasses the performance of a 20B-parameter (4 larger) model (\Wu et al., 2025a), demonstrating
exceptional computational e Cciehcy.

2 Related Work

Text-to-Image Network Architecture Di [udion models (Ho et al., 2020; Neal, 2001; Jarzynski, 1997; Peebles and
Xie, 2023) have become a dominant paradigm for text-to-image generation (Rombach et al., 2022; Dhariwal
and Nichol, 2021; Ramesh et al., 2022; Chen et al., 2024b; Saharia et al., 2022; Dai et al., 2023; Betker et al.,
2023) owing to their scalability and stable training. In multimodal di [udion models, prompt embeddings
derived from a frozen text encoder are incorporated through cross-attention (Chen et al., 2024b; Podell et al.,
2023; Rombach et al., 2022), self-attention (Esser et al., 2024a; Chen et al., 2025a), or layer-wise attention (e.g.,
MoT) (Liang et al., 2025). A fundamental challenge in this design is the "static vs. dynamic" mismatch. The
di [udion process is inherently dynamic, operating over numerous timesteps with varying noise levels and
visual features (Liu et al., 2025b; Kahatapitiya et al., 2025). However, the text encoder provides only a single,
static representation of the prompt. While self- and layer-wise attention allow this conditional information to
evolve within the visual backbone’s blocks, the initial conditional signal provided to the model remains fixed.
To address this limitation, our MoS framework introduces a learnable router. The router jointly considers
the prompt, denoising step, and noised image to dynamically select and aggregate conditional embeddings,
enabling true input- and time-dependent conditioning.

Uni ed Model Recent research (Team, 2024a; Wu et al., 2024a; Ge et al., 2024; Xie et al., 2025b) has increasingly
sought to unify diverse tasks within a single framework. While following this unified design philosophy,
it diverges in its training methodology. Instead of the common approach of jointly training all tasks in a
single, complex stage (Deng et al., 2025; Xie et al., 2025c; Zhou et al., 2024; Chen et al., 2025¢; Liao et al., 2025;
Geng et al., 2025), we adopt a multi-stage training strategy. This approach provides significant flexibility and
e [ciehcy. Specifically, by freezing our text branch, we can focus computational resources purely on optimizing



the multimodal generation components. This staged training also circumvents common challenges of joint
training, such as throughput bottlenecks from mixed data batches and the di [culky of balancing diverse, and
often competing, learning objectives across modalities. This strategy is consistent with other recent, successful
large-scale models like BLIP-30 (Chen et al., 2025b), MetaQuery (Pan et al., 2025), Qwen-Image (Wu et al.,
2025a) and LMFusion (Shi et al., 2024), which also employ multi-stage training.

Dynamic Neural Networks MoS is also related to the principles of dynamic neural networks (Han et al., 2021;
Schmidhuber, 1992; Jacobs et al., 1991; Hampshire and Waibel, 1989; lvakhnenko and Lapa, 1966; Ivakhnenko,
2007), in which the computational graph or parameter usage is conditioned on the input. A prominent
example is the Mixture-of-Experts (MoE) (Hampshire and Waibel, 1989; Eigen et al., 2013; Shazeer et al.,
2017; Lepikhin et al., 2020; Fedus et al., 2022; Liu et al., 2023; Jiang et al., 2024; Csordas et al., 2024), where
tokens are adaptively processed by di [erent "expert" sub-networks within each transformer block. Due to its
sparsity, MoE e [ciehtly scales model parameters while keeping computation tractable. Recent advances have
explored other forms of dynamic computation, such as Mixture-of-Depths (MoD) (Raposo et al., 2024), which
dynamically allocates compute across tokens and layers, and Mixture-of-Recursions (MoR) (Bae et al., 2025),
which reuses layers recursively with variable-depth routing. These methods establish a shared, powerful
principle: computation should be sparse, adaptive, and conditional on the input. However, this principle has
largely been applied to intra-model adaptivity, i.e., routing tokens within a single large model. In contrast, MoS
extends this principle to inter-model collaboration.

Mixture of Transformers (MoT) MoS is conceptually related to the Mixture of Transformers (MaoT) architecture
(Liang et al., 2025). In MoT, each modality is processed by an independent transformer, while a shared
attention module in each block enables tokens to attend across modalities. This design has been widely
adopted in multimodal research: LMFusion (Shi et al., 2024) and PGV3 (Liu et al., 2024a) use it to couple a
frozen LLMs as the text encoder with a trainable di [udion transformer for strong text-to-image generation
performance. More recently, Bagel (Deng et al., 2025) and Mogao (Liao et al., 2025) enable joint training of
both transformers, unifying image understanding and generation. Despite these advances, a critical limitation
persists: MoT designs require identical hidden dimensions and a strict one-to-one block correspondence
across modalities to share global attention. This rigid, symmetric constraint is highly inflexible, as various
modalities may follow distinct scaling laws and design principles. MosS is designed to solve this specific
problem. We replace the rigid global attention mechanism with a learnable, sparse router, which removes the
identical-size constraint and enables adaptive, e [ective interactions between asymmetric transformers.

3 Mixture of States: Unifying Asymmetric Transformers

3.1 Design Overview

MoS adopts a dual-tower architecture design for multimodal generation: an understanding towerl and a
generation towerG.* The understanding tower U processes multimodal context ¢ (text for text-to-image tasks;
text+image for image editing tasks), producing contextual representations that guide the generation tower
G during visual synthesis. Our design departs from prior work in two key ways. First, unlike MoT, which
learns multi-modal interactions with the key-value vectors in the same layer, we use full layer-level hidden
states as the unit of interaction. This enables state transfer compatibility across heterogeneous transformers
with di Cerent model depths. Second, rather than connecting U and G through conventional hand-crafted
feature fusing mechanisms like self- or cross-attention, we introduce a learnable router R to dynamically
mediate their interaction.

Following standard practice, the entire model is trained end-to-end with rectified flow matching:
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IWe deliberately choose this more general terminology rather than the terms text or visual branch. MoS is designed to support both
image generation and image editing tasks, where the latter requires both branches to process the reference image. For conceptual rigor,
we thus avoid using terms such as text branch.



Figure 3 MoS Design Details. MoS introduces a new paradigm for multimodal interaction within transformer architectures.
Rather than depending on manually designed fusion strategies, MoS employs a learned router to establish token-level
sparse and dynamic connections between transformer blocks. For illustration, we use image generation as the running
example and thus refer to the understanding-tower features as textual embeddings.

where vy = dz/dt =z, zo denotes the target velocity at denoising step t 2 [0, 1]. The input z; is the linear
interpolation between the image latent zy and the random noisez; N0, 1), givenby z = (1 t)z g +tz;.
The target latent z; is obtained from the VAE encoder zy = E(x) . During training, the parameters of the
pre-trained understanding tower U are frozen. Only the generation tower G and the router R are learnable
and are initialized from scratch. This setup significantly reduces computational overhead and facilitates more
tractable architectural exploration.

3.2 MoS Design Details

As shown in Fig. 3, the MoS router R is the core component that governs collaboration between the two towers.
It determines which hidden states from the understanding tower are transferred, how they are weighted, and
to which layers of the generation tower they are delivered. We elaborate on this design along the following
dimensions:

Router Input Space The router’s primary objective is to resolve the inherent representation mismatch between
the understanding and generation towers. The understanding tower U processes the context ¢ in a single
forward pass, producing a fixed set of representations. The generation tower G, however, is highly dynamic,
requiring step-specific guidance as its visual latent state z; evolves at each denoising timestep t. To address
this, we incorporate the denoising step t as a direct input to the router, enabling it to learn time-varying
routing patterns. With additional input content, the complete router decision includes the timestep t, the
noised image embedding z;, and the context embedding c. As the router is a lightweight transformer, it
expects all inputs to be token sequences sharing a unified hidden size. The conditioning signal ¢ is processed
through U’s shared projection layer, followed by a linear layer for dimensional alignment. The timestep t is
represented using sinusoidal embeddings (Ho et al., 2020) and projected into the same latent space. The
latent z; shares G’s patchify layer and is subsequently projected to the target dimensionality.

Router Output Space For each token in the context prompt, the router generates a corresponding logit
matrix W = [w;;] 2 R™ ", where m and n denote the depths of the understanding and generation towers,
respectively. Each entry wj; represents the learned a [nity weight for routing the hidden states from the i-th
layer of the understanding tower to the j-th layer of the generation tower. Building on prior analyses showing
token-wise representations evolve and serve di Lerent roles across layers (Raposo et al., 2024), we hypothesize
that routing decisions should also be token-specific. Therefore, in MoS, each token predicts its own distinct
routing matrix W, rather than sharing a single, uniform routing policy across the entire prompt.



Lightweight Router Design  To ensure e Lciehcy, we adopt a lightweight router design. All input embeddings
(t, z¢, and c¢) are individually tokenized, normalized, and concatenated into a sequence. We then apply
two transformer blocks with bidirectional self-attention to capture in-context semantics. Finally, we apply a
projection layer on the context tokens to obtain the logit matrix.

Sparsity ande-Greedy Exploration In MoS, the router predicts the logit matrix to estimate the individual
contributions of a context token’s hidden states from di Lerknt blocks to the generation task. We expect the
logit matrix to be sparse, as simply averaging all hidden states would obscure layer-specific information. To
address this, we implement a sparse top-k routing strategy. Specifically, in each forward pass, the predicted
logits w;; (for i 2 [1, m]) are normalized using softmax. It then selects the top-k hidden states from the
understanding tower with the highest normalized weights. These selected hidden states are then reweighted
and aggregated by their corresponding w;; to provide guidance to the j-th block of the generation tower. This
selection process is performed independently for each generation block.

To prevent the router from converging to a sub-optimal local solution, we adopt an e-greedy strategy during
training. At a pre-defined probability e 2 [0, 1], the router selects k random layers to encourage exploration;
and with probability 1 e, it follows the top-k strategy described above.

3.3 MoS for Image Generation

For the text-to-image generation task, the generation tower follows the foundations of the di [udion pro-
cess. During training, given a text-image pair (c, o), we first extract all m hidden states S_,. = from the
understanding tower conditioned our input context prompt c:

U(c) =S ¢ji2[Lmlg. )

A di [udion timestep t is then sampled, yielding the corresponding noisy latent z;. Conditioned on c, t, and z,
the router predicts a logit matrix W. By applying a softmax operation along each j-th column w. j, we obtain

the final normalized weight matrix W = [W; ;]:

exp(wi ;)
= ! . 3
WA exp(wig) @)
For each j-th block in the generation tower G, we identify the index set I; = top-k ¢(Wy. j) using e-greedy
top-k selection. The conditional input is then computed as a weighted sum:

S;; = é_ Wij SIC *
i2];

The aggregated hidden state SJ? is passed through a linear projection layer, Proj( ), to match the dimensionality
of the visual representation Sf at the j-th block. The projected features, Proj(S{), are then concatenated with S{
along the sequence dimension and jointly pro-

cessed as in-context tokens within the block. Dur-

ing inference, this process is identical, but we set

e = 0 with deterministic top-k selection. The

complete procedures for training and inference

are summarized in Algorithms 1 and 2 in the Ap-

pendix.

3.4 MosS for Image Editing

Fig. 4 illustrates the pipeline of MoS-Edit, follow-

ing the same training strategy for MoS-Image but

with a dilerknt input space. For this task, the Figure 4 Image Editing Inference Pipeline. Both the understand-
model is given both a source reference image and ing and generation towers take the reference image as input,
a textual instruction (e.g., “wear a doctoral cap™).  with their interaction facilitated through the MoS module.



The understanding tower processes both the source image and the instruction to generate a rich, combined
contextual representation c. This representation is then dynamically routed through MoS to the generation
towver.

During inference, the generation tower receives both the Gaussian noise (for the target image) and the clean
reference image, and iteratively refines the latent representation conditioned on the guidance from MoS.
Finally, the refined latent is decoded back into the final edited target image.

3.5 Training MoS at Scale

Training Strategy and Data Curation Following prior studies (Wu et al., 2025a; Esser et al., 2024a), we build
our MoS-Image model upon the standard latent di [udion framework (Rombach et al., 2022), trained with a
four-stage progressive schedule:

Stage 1 (Low-Resolution): Leveraging a 16 spatial compression rate from a pre-trained VAE (Wan
et al., 2025) with a patch size of 2 2, we initiate training directly at a resolution of 512  512. This
stage consumes 1400 A100-days on O(100M) samples filtered by standard image quality metrics (e.g.,
resolution, caption length, aesthetic score).

~ Stage 2 (High Resolution): The model is then scaled to 1024 1024 resolution, training for a similar
computational budget on the same data. These first two stages establish the model’s core capabilities on
text-image alignment and high-fidelity image generation.

Stage 3 (Aesthetic Tuning): We curate a high-quality subset of O(10M) samples, with stricter data
filtering on caption quality, aesthetic evaluation, and text-image alignment. The model is continually
trained on these data for an additional 100 A100 days, enhancing its aesthetic fidelity and instruction-
following capabilities.

Stage 4 (Super-Resolution Tuning): We curate a high-quality dataset O(1M) consisting of 2048 2048
resolution images. We fine-tune the model on this dataset to support 2K-resolution text-to-image
generation, resulting in a final model with improved fidelity. This fine-tuning stage requires an additional
80 A100 GPU days.

Following this, we extend the model to MoS-Edit, which requires an additional 50 A100 days of training on
O(1M) paired image-editing data. In total, our MoS-Image model (Stages 1-4) requires 3,000 A100 days,
substantially less than the 6,250 A100 days reported for one of the earliest large-scale text-to-image models,
Stable Di[udion v1.5 (Rombach et al., 2022), demonstrating the e [ciehcy of our architecture.

Model Con guration In this study, we develop two MoS variants: MoS-S and MoS-L. Both models adopt
the Wan 2.2 VAE (Wan et al., 2025) for compressing image inputs. Our MoS-S employs the 8B PLM-8B
(Cho et al., 2025) as the frozen understanding tower and a 3B generation tower (trained from scratch); and
our MoS-L employs the 14B InternVL-14B (Chen et al., 2024c) as the frozen understanding tower and a 5B
generation tower (trained from scratch). For both variants, the router is designed with a lightweight 100M
parameters, adding negligible overhead. For clarity, MoS-L/S refer to models with di Lerent parameter sizes,
while MoS-Image/Edit denote variants targeting di Lerknt tasks.

4 Experiments

4.1 Systematic Ablations on Router Designs

In this section, we systematically ablate the design choices of MoS. To balance computational cost, we conduct
ablation studies with a lightweight configuration: models are trained on a randomly selected subset of
pre-training data, and evaluation is performed on the MJHQ benchmark (Li et al., 2024a). We adopt FID
(Heusel et al., 2017) and CLIP scores (Radford et al., 2021), GenEval (Ghosh et al., 2023) and DPG (Hu
et al., 2024), following a similar setup to Esser et al. (2024a). Unless otherwise specified, all studies use an
asymmetric design with LLaMAS3.2-3B as the understanding tower and a 1B transformer for the generation
tower. A key exception is the ablation comparing MoS with MoT. As MoT requires symmetric towers with



identical depths, this specific study uses the smaller PLM-1B as the understanding tower, and instantiates an
identical 1B architecture for the generation tower.

Router should be conditioned on dynamic, timestep-dependent signals. Vg,c 1 i and CLIP results on MIHQ
first validate our hypothesis that the router’s conditional signal must it gifferent router's conditions. Pro-
be dynamic. We test three configurations: i) Prompt: The router only  viding the router with the full dy-
receives the static prompt embedding c; ii) Prompt + Latent: The router  namic state (prompt, noised latent,
receives ¢ and the noised image latent z;; iii) Prompt + Latent + Timestep:  and timestep) yields the best perfor-
The router receives the full dynamic states: c, z¢, and t. mance.

The results in Table 1 show a clear trend. Relying on the static prompt
alone yields the weakest performance. Adding the dynamic state from

the generation tower (the noised latent z; and timestep t) progres- § X 22118192 2211:30
sively improves both FID and CLIP scores. The optimal performance is X X X 2015 2174
achieved with the one that has access to all three inputs.

Prompt Latent Timestep FID# CLIP"

This confirms our design principle: the router must be aware of the di [udion process’s dynamic state (noise
level and timestep) to select the most e [edtive features. This finding aligns with prior work (Liu et al.,
2025b), showing that di [udion model behavior varies across denoising steps. We provide further validation
in Appendix B.7, which visualizes how the router’s guidance changes dynamically over di [erent timesteps.

Router's prediction should be token-speci c. Next, we investigate whether the router should predict a global logit
matrix shared by all context tokens, or a token-specific matrix that assigns individualized routing decisions to
each token. As illustrated in Fig. 5, we compare two prediction formats for the router:

Sample-wise Prediction: We append a learnab[€LS] token to the input sequence. With full attention,
this token’s final hidden state, which captures global context, is linearly projected to predict the logit
matrix W. In this setup, the entire prompt shares one routing solution.

~ Token-speci c Prediction: Instead of introducing a new token, we use the hidden states of the prompt
embeddings directly. A shared linear projection maps each token’s representation to the logit matrix W.
Thus, each token in the prompt defines its own routing pattern.

As shown in Table 2, token-wise prediction outperforms the sample-wise alternative. This observation
supports our hypothesis on token-level dynamics and aligns with prior studies (Bae et al., 2025; Raposo et al.,
2024) revealing that the behavior of tokens across LLMs varies significantly. We provide further validation
in Appendix B.7, where visualizations show that the router naturally learns diverse, token-specific routing
patterns without explicit regularization.

Table 2 FID and CLIP results on
MJHQ with different router's pre-
diction format. The token-wise pre-
diction consistently achieves supe-
rior results.

FID# CLIP"

Sample-wise 21.66 21.48

Figure 5 Output configurations for the router. (2) Predicts a single logit for the entire ~ Token-specific  20.17 ~ 21.63
prompt; (b) predicts logits for each token.

(a) Sample-wise prediction. (b) Token-specific prediction.

Layer selection should be adaptive, not xed. To validate our hypothesis that features from di Lerknt layers
should be adaptively selected, we compare MoS against three fixed layer-selection baselines, under the same
training recipe and data:

~ Hand-crafted Routing: We first test a baseline with predefined, static connections (i.e., by evenly skipping
a subset of text encoder layers). As shown in Table 3, MoS surpasses this rigid hand-crafted design on



both FID and CLIP, highlighting the importance of adaptive selection. A supplementary training-step
analysis is in Appendix Fig. 11.

Cross-Attention (Fixed-Layer): Next, we compare MoS with a 5B-parameter cross-attention model that
uses customized text encoders (Xu et al., 2023; Tay et al., 2022; Liu et al., 2024b). Such models typically
use a fixed, final-layer feature for conditioning. Table 4 shows that while our cross-attention baseline is
strong (0.74 GenEval, 83.40 DPG), MosS trained with the same data and parameter budget significantly
outperforms it (0.79 GenEval, 85.61 DPG).

Mixture-of-Transformers (MoT): Finally, we compare MoS with MoT, which enforces a rigid one-to-
one layer correspondence and has been shown to outperform cross- and self-attention (Tang et al.,

2025). Under a fair comparison using identical parameters, data, and compute, Fig. 6 shows that MoS

consistently outperforms MoT across all training stages.

These quantitative results, supported by visualizations of the router’s learned patterns (Appendix B.7),
demonstrate the clear superiority of adaptive, state-based selection. This aligns with prior work (Clark et al.,
2019; Rai et al., 2024; Raposo et al., 2024), which shows that token representations in LLMs play di [erknt
functional roles across layers, implying that the fixed representation scheme might be inherently suboptimal.

Table 3 FID and CLIP re- Table4 GenEvaland DPGscores
sultson MJHQ comparing  comparing the cross-attention
hand-crafted routingand  baseline and MoS. MoS consis-
MoS. MoS significantly tently achieves better results
outperforms the hand- than the cross-attention base-
crafted routing baseline.  line.

Model FID# CLIP"™ Model GenEval " DPG ™

Figure 6 Ablation results on GenEval and DPG scores comparing
Hand-Crafted 2151 22.04 Cross-Attn ~ 0.74 8340 the MoT baseline with MoS. MoS consistently outperforms
s Ly zzel S 079 8561 MoT across all training steps on both benchmarks.

Router E ciency The MosS router is designed to be a lightweight transformer, adding negligible computational
overhead. We report end-to-end latency for generating a 1024 1024 image on a single A100 GPU in Fig. 7.
With a 3B generation tower, the router contributes only 0.008s per iteration, a cost that is e [ectively insignificant.
This fractional overhead becomes even smaller when MoS is paired with larger generation towers.

This lightweight design leads to improved overall latency performance. When benchmarked against two
state-of-the-art image generation models: Qwen-Image (Wu et al., 2025a) and Bagel (Deng et al., 2025), MoS
achieves lower end-to-end latency and thus higher throughput, demonstrating its e Lciehcy.

Additional Discussions We provide extensive additional analyses in the Appendix. We further dissect the
router’s core design, including an ablation on which features are most beneficial to route (Appendix B.1), an
analysis of its architecture (Appendix B.2), and an empirical validation of the e-greedy and top-k selection
strategies (Appendix B.3). We also confirm the scalability and robustness of our framework: we verify that
MoS adheres to standard scaling laws (Appendix B.4), demonstrate the specific advantages of our dual-
tower design for image editing (Appendix B.5), and show that MoS benefits from common inference-time
optimizations (Appendix B.6).

4.2 Results on Text-to-Image Generation

We begin by evaluating MoS on standard text-to-image benchmarks. In Table 5, we report its performance
on GenEval (Ghosh et al., 2023), DPG (Hu et al., 2024), WISE (Niu et al., 2025), and onelG-EN (Chang
et al., 2025). For comparison, we select 3 state-of-the-art methods representing di Lerknt interaction types:
SANA-1.5 (cross-attention) (Xie et al., 2025a), Flux.1[Dev] (self-attention) (Labs, 2024), and Bagel (MoT)
(Dengetal., 2025). We also include Qwen-Image (Wu et al., 2025a) for reference, which establishes a new state
of the art for self-attention but uses more than four times the parameters of our model. The empirical results
demonstrate that MoS-L, despite its smaller parameter count, consistently outperforms existing approaches
across all benchmarks, highlighting the e Cectiveness of the MoS mechanism.



(b) Latency comparison
(a) Latency contribution of individual components. with other methods.

Figure 7 Latency analysis of MoS. We evaluate the latency of MoS-Image-S for generating 10242 images. The inference process
includes three stages: (i) input encoding—embedding the input text and initializing noise; (ii) generation—iterative
application of the generation tower and router; and (iii) decoding—transforming the latent code into the final image. We
further compare MoS with existing methods on the same computational platform (a single A100 GPU). For reproducibility,
baseline results are obtained using the default configurations in di Cuders (Face, 2022; Ge, 2025).

Table 5 Performance of Foundational Diffusion Models on Text-to-Image and Image Editing. The parameter size refers to the
number of learnable parameters. This table summarizes state-of-the-art models across various multimodal interaction
techniques. MoS achieves leading performance on most benchmarks and, in some cases, rivals product-level models with
20B or more parameters. The reported results are primarily drawn from Wu et al. (2025a) and Niu et al. (2025).

; Image Generation Image Editing

SoTA Methods Inti?s;lon Palr\gomcjai:ers " " " " — —
GenEvaI[o B DPG[0 ¥ 100] WISE[0 1y oneIG[0 1y GEdIt[O 110] |ngdIt[0 1)

Qwen-Image(Wu et al., 2025a) Self-Attn 20B 0.87 88.32 0.62 0.54 7.56 4.27
SANA-15 (Xie et al., 2025a)  Cross-Attn 4.8B 0.81 84.70 - 0.33 - -
FLUX.1[Dev] (Labs, 2024) Self-Attn 12B 0.66 83.84 0.50 0.43 - -
Bagel (Deng et al., 2025) MaT 14B 0.88 - 0.52 0.36 6.52 3.20
MoS-S MoS 3B 0.89 86.33 0.47 0.50 7.41 4.17
MoS-L MoS 5B 0.90 87.01 0.54 0.52 7.86 4.33

In Appendix, we report full GenEval results in Table 6, DPG-Bench results in Table 7, WISE results in Table 8,
and OnelG performance in Table 9. When benchmarking MoS, no prompt rewriting strategies (e.g., self-CoT
(Deng et al., 2025)) are applied; commercial models (OpenAl, 2025a; Team, 2025, 2024b; Google, 2025; Gao
et al., 2025; OpenAl, 2025b) that may employ such techniques are shown in gray, as their exact generation
pipelines and model sizes are unclear. Model size here refers only to learnable parameters, excluding text
encoder or understanding tower parameters when frozen. Overall, MoS demonstrates strong performance,
trailing only slightly behind Qwen-Image, which is substantially larger (20B vs 5B). Furthermore, Fig. 15 in
the Appendix presents representative samples generated by MoS.

As shown in Fig. 16 (see Appendix), we further compare our generated samples with recent advanced
methods. The selected examples are intentionally challenging for standard text-to-image models, as each
contains more than four entities in a single scene, with fine-grained attributes such as location, color, and
texture. To increase di Cculky, we also include cases with dense visual text. The results show that our method
aligns with input prompts more precisely and performs on par with, or in some cases surpasses, Qwen-Image,
while significantly outperforming other baselines.

4.3 Results on Instruction-based Image Editing

We evaluate the image editing performance of MoS on two benchmarks: ImgEdit (Ye et al., 2025) and
GEdit (Liu et al., 2025d). All evaluations are conducted automatically using GPT-40 (Hurst et al., 2024).
The benchmarks cover a diverse set of dimensions, including object-level editing, scene-level editing, text
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editing and hybrid challenging cases. As shown in Table 5, our 5B-parameter model achieves state-of-the-art
performance on these two benchmarks. The detailed benchmarking results are provided in Table 10 for
ImgEdit and Table 11 for GEdit in the Appendix. We further provide visual comparisons on image editing
tasks in Fig. 17 (see Appendix), where MoS consistently produces results that precisely align with the given
instructions and reference images, outperforming competing methods.

4.4 Results on Image Understanding

Our model can be regarded as a two-stage framework for unifying the understanding and generation tasks:
the first stage addresses understanding tasks, while the second focuses on generation. As the understanding
tower is frozen in our study, its image/video understanding performance remains identical to previously
reported results and is therefore omitted. Importantly, even without additional training, the understanding
capacity strengthens the generation tower in several dimensions. For instance, with self-CoT (Deng et al.,
2025), the understanding model progressively generates a reasoning-based caption, which then serves as
contextual guidance for the generation tower to synthesize images. Following this approach, our performance
on world knowledge reasoning improves on the WISE benchmark—from 0.54 to 0.65 for MoS-L and from 0.47
to 0.55 for MoS-S.

5 Conclusion

We present a new family of multimodal di [udion models based on Mixture of States (MoS) routing. By
introducing a learnable router that dynamically selects hidden states across modalities, tokens, and denoising
steps, MoS overcomes the rigid synchronization of prior architectures and supports asymmetric understanding
and generation towers. This e Cciehcy-oriented design executes the larger understanding model only once
while dedicating the generation module to fine-grained detail synthesis. Extensive evaluations demonstrate
that MoS achieves state-of-the-art performance across multiple benchmarks, rivaling or surpassing models
up to four times larger, yet at a markedly reduced computational cost. These results position MoS as both a
practical and conceptual step toward scaling multimodal generative models, providing a flexible, e [cieht,
and unified foundation for future research and deployment.

6 Limitation and Future Studies

One-Way to Dual-Way Setting. MoT has demonstrated strong scalability under early-fusion training. In
contrast, while MoS shows promising results for multimodal generation, its e [edtiveness in early-fusion
settings remains to be validated. A principled extension is to endow the router with multiple projection
layers to establish bidirectional transformer connections. We defer this exploration to future work due to
computational and data constraints.

Human Preference Alignment. In this paper, we primarily adopt SFT as the post-training strategy for our
models. Recent studies have explored applying CoT to multimodal generation (Guo et al., 2025) or employing
GRPO (Shao et al., 2024) to better align generated samples with human preferences (Liu et al., 2025¢). Since
our model’s behavior remains consistent with standard di [udion models, it can likewise benefit from such
post-training techniques. We leave this direction for future work.

E ciency Improvement. Our model is relatively smaller than prior state-of-the-art models, making it naturally
more e [Lcieht. Nonetheless, it could be further accelerated through techniques such as low-precision quanti-
zation (Xie et al., 2024), model distillation (Yin et al., 2024), or feature caching (Liu et al., 2025b; Kahatapitiya
et al., 2025). We leave these directions for future exploration.

Explainability. The MoS router predicts the relative importance of each potential connection, which o [erk
a basis for interpreting cross-modal interactions. While this property may provide insights into model
explainability, such analysis lies beyond the scope of this work and is left for future investigation.
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Visual Artifacts. The primary goal of this paper is to address the challenge of instruction-following in
multimodal generation. Nevertheless, our model still faces issues similar to other DiT or unified models, such
as producing artifacts when the generated objects are very small (see our visualizations).
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Appendix

A Implementation Details

To support e [cieht and stable training, we introduce a set of optimizations spanning both system-level
infrastructure and model design:

~ QK-Norm: To enhance training stability, we apply QK-Norm (Henry et al., 2020) in each transformer
block. Specifically, before the attention operation, we normalize the query and key vectors using
RMS-Norm (Zhang and Sennrich, 2019).

Modality-speci ¢ Norm: We apply separate normalization layers for di Lerent modalities, which improves
performance while maintaining training stability.

Token Registers: Following Darcet et al. (2023), we introduce four auxiliary learnable tokens into the
input sequence to enhance training stability, without assigning them explicit training objectives.

Di usion Step Sampling: To accelerate convergence during low-resolution (512 512) pretraining, we
adopt logit-normal sampling, which is later replaced by mode sampling (scale = 0.8, shift = 3.0) to
adapt to high-resolution (1024 1024 and 2048 2048) training.

Dropping timestep embeddings. Motivated by recent findings (Tang et al., 2025; Sun et al., 2025) and the
empirical analysis, we confirm that timestep embeddings provide negligible benefit to the di [udion
model while introducing an overhead of 20% parameters. For e Cciehcy, we remove the timestep
conditioning from the generation tower.

FSDP: We adopt Fully Sharded Data Parallel (FSDP) as our primary distributed training framework
and enable activation checkpointing in the high-resolution stages.

Low-Precision Training: We employ a module-specific mixed-precision strategy. The VAE compressor
is maintained in float32 to ensure numerical stability, while the understanding tower is set entirely in
bfloatl6. For the generation tower and router, we use bfloat16 for all-gather operations and float32 for
gradient reduce-scatter.

Triton Kernel Optimization: To further improve training throughput, we employ custom Triton kernels,
including an RMSNorm kernel and a fused FFN kernel. Our implementation builds on the liger-kernel
(Hsu et al., 2025).

Bucket-wise Dynamic Resolution Training: To support dynamic-resolution training, we adopt a resolution-
driven bucket dataloader. Data samples are assigned online to buckets based on their resolution and
aspect ratio. Once a bucket is filled, it is dispatched to the model for training.

Data Reweighting: To achieve balanced performance across di Lerknt dimensions, we adjust the mixing
ratios of the training datasets. The optimal ratios are determined through grid search.

Regarding the hyperparameters, we use AdamW with a learning rate of 1 10 *#, weight decay of 0.01, and
betas set to (0.9, 0.95) . The first 4k steps serve as a warm-up phase, where the learning rate is linearly increased
to the target value. A cosine schedule is then applied to gradually decay the learning rate to 1.5 10 °. The
global batch size is dynamically set to 2048 or 1024, depending on available training resources. For each
pre-training stage, we run 400k-1200k steps based on visual inspection of convergence, while HQ fine-tuning
is performed for 50k steps. We use a top-k router (k = 2) with e-greedy exploration (e = 0.05). The training
platform comprises both A100 and H100 GPUs; to standardize reporting, we compute the total training cost
by counting 2 A100 days as equivalent to 1 H100 day.
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B Additional Discussions on Router Designs

This ablation study aims to determine the MoS router’s operation space, i.e., which features routed across
transformers yield the optimal benefit. We begin with the MoT architecture (Liang et al., 2025). To enable
representation transfer across transformers, MoT introduces a global attention mechanism where keys, values,
and queries are shared between towers. In contrast to MoT, a competing approach fuses hidden states directly
before sequence modeling. As shown in Fig. 8 (a)-(b), these two design philosophies yield four candidates:

Global Attention (Head-Projectiorfy Apply a projection layer on each head dimension for the key and
value vectors from the understanding tower, then concatenate with the generation tower’s key and value
representations, respectively.

Global Attention (State-Projection): Apply the projection layer on the hidden dimension, split into multi-
head vectors, and fuse with the generation tower’s features.

Global Hidden States (Independent-Projection): Concatenate hidden states in the generation tower, then
apply separate key-value projection layers before attention.

Global Hidden States (Shared Projection): Concatenate hidden states, then apply a shared key—value
projection layer.

(a) Global Attention (b) Global Hidden States

Figure 8 lllustration of the router's operation space. (@) In the global-attention scheme, keys and values from the
understanding branch are projected to the generation branch for cross-modal interaction. (b) In the global hidden-state
scheme, hidden representations from both branches are directly concatenated at the input of each transformer block.

B.1 Router Operation Space

As shown in Fig. 9 (a)-(b), the empirical results clearly indicate that using global hidden states with a shared
projection layer yields the optimal configuration. Note that the MoS router is excluded from this ablation.

B.2 Router Architecture Design

In the MoS router, token embeddings from di Lerent modalities are normalized using separate RMSNorm
layers to align their representation scales. Our analysis shows that this design is a key factor in improving
performance. To verify its e [ectiveness, we compare two configurations: (a) a shared RMSNorm applied

ZHere, we avoid using the term layer-wise attention to describe this operation, to maintain symmetry with the case of global hidden
states. Nonetheless, the mechanism is essentially equivalent to the layer-wise attention discussed in previous sections.
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(a) FID comparison across (b) CLIP comparison across (c) FID performance with (d) CLIP performance with
feature types used for interac- feature types used for interac- and without separate normal- and without separate normal-
tion. tion. ization in the router. ization in the router.

Figure 9 Ablation study results on FID and CLIP across the router’s operation space and architectural design. (a)—(b) indicate
that using hidden states as the router’s operation space outperforms using key/value features, while (¢)-(d) show that
applying modality-specific normalization to the router’s inputs further improves performance.

(a) FID performance by us- (b) CLIP performance by us- (c) FID performance across (d) CLIP performance across
ing e-greedy. ing e-greedy. di [Cerknt top-k settings. di [Cerknt top-k settings.

Figure 10 Ablation study on the e-greedy exploration strategy and sparsity settings. Results show that incorporating e-greedy
accelerates convergence, and that k = 2 yields the best performance.

to all modalities, and (b) separate RMSNorms for each modality. Fig. 9(c—d) shows that configuration (b)
consistently outperforms (a) across all evaluation metrics.

B.3 e-greedy Strategy and Sparsity Design

To evaluate the impact of applying e-greedy to the router’s output, we conduct an ablation study. Here,
e = 0.05, meaning that with a 5% probability the router randomly selects a layer rather than following the
predicted logits. This choice is informed by an empirically grid search. As shown in Fig. 10, the results
indicate that incorporating e-greedy notably accelerates convergence across training steps. Next, we study
how many layers (k) should be consolidated to form the final guidance feature. As shown in Fig. 10, k =2
consistently outperforms other candidates. This is reasonable: when k = 1, the model may become trapped
in a local view, as the router tends to overfit to a single layer; conversely, larger k values dilute representations,
over-flatten hidden states, and ultimately degrade performance.

B.4 Scalability of MoS

Here, we validate the scalability of our model. Prior studies (Cai et al., 2025; Esser et al., 2024a; Polyak
et al., 2024b; Wu et al., 2025a) have demonstrated the e [ectiveness of scaling the generation tower (di [udion
model). Since our approach does not alter the fundamental formulation of the di [udion process, it should
likewise benefit from enlarging the generation tower. In this section, however, we focus on a complementary
direction—scaling the understanding tower. Unlike MoT, MoS provides a more flexible framework that
enables independent scaling of the understanding tower, thereby allowing the use of larger understanding
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(a) FID performance by us- (b) CLIP performance by us- (c) FID performance across (d) CLIP performance across
ing di Cerknt Und. Towver. ing di Cerent Und. Towver. di Cerknt interaction setting.  di [erknt interaction setting.

Figure 11 Ablation study results on FID and CLIP for understanding tower size and interaction types. Our ablations show that
MosS interaction consistently outperforms hand-crafted design, while also benefiting from scaling up the understanding
tower.

(a) G-SC (Semantic Consistency) Per- (b) G-PQ (Perceptual Quality) Perfor- (¢) G-O (Overall Score) Performance
formance with varying context. mance with varying context. with varying context.

Figure 12 Ablation study results on GEdit-Bench (Liu et al., 2025d). The best performance is obtained when the source
images are provided to both the generation and editing towers.

models. As shown in Fig. 11 (a)-(b), we find that enlarging the text encoder yields consistent and stable
improvements as its size increases. Moreover, since the understanding tower does not need to be updated
across all training stages and its embeddings can be provided in a Producer—-Consume manner, scaling the
understanding tower emerges as a cost-e [cieht solution based on our empirical analysis.

B.5 MoS for Image Editing

Our design feeds the reference image into both the understanding and generation towers. We hypothesize that
this allows the model to leverage semantic information from the understanding tower and low-level visual
features from the generation tower, thereby enabling more precise and consistent editing. To validate the
e [edtiveness of our design, we compare three input configurations for image editing: (i) w/o generation-tower
context, where the reference image input to the generation tower is removed; (ii) w/o understanding-tower
context, where the reference image input to the understanding tower is removed; and (iii) w/ full context, where
both towers receive the source images. As shown in Fig. 12, we conduct experiments on GEdit-Bench (Liu et al.,
2025d), which evaluates model editing performance across three dimensions: semantic consistency (G-SC),
perceptual quality (G-PQ), and overall score (G-O). All metrics are obtained from GPT-40-based automatic
evaluations (Hurst et al., 2024), where higher values indicate better performance. The results demonstrate
that incorporating reference images from both towers achieves the highest average score, consistent with our
hypothesis.

B.6 Ablation Study on Inference Strategy

MoS incorporates denoising steps into its input, which may influence the underlying di [udion dynamics.
We thereby empirically validate whether common inference enhancements can benefit MoS-based models.
As shown in Fig. 13, we evaluate an intermediate checkpoint of MoS-S (trained for 400k steps at512 512
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(a) GenEval Score using dif- (b) GenEval Score using dif- (¢) GenEval Score using or (d) GenEval Score using dif-
ferent inference steps ferent CFG scales. not using rescale strategy.  ferent schedulers.

Figure 13 Ablation study results on GenEval (Ghosh et al., 2023) with different inference strategies. MoS exhibits behavior
similarly to other di [udion models. Incorporating commonly adopted enhancements into the inference process consistently
improves performance.

resolution) on GenEval (Ghosh et al., 2023). The results show that increasing inference steps consistently
improves generation quality, and CFG guidance can be applied in the typical range (5.0-7.5), similar to the
other models Podell et al. (2023). We further observe that adopting a linear—quadratic scheduler (Polyak
et al., 2024a) and rescaling strategy (Lin et al., 2024) yields slight additional gains.

B.7 MoS Router Visualization Analysis

To analyze the router’s behavior, we visualize its output patterns in Fig. 14 using the caption “A dog holding
a sign that says ‘MoS in 2025 with MoS-S: i) The first row shows the denoising trajectory, where the model
progressively refines the image from pure noise to the target output, guided by the input caption. ii) The
second row visualizes the average contribution of each understanding layer. To obtain this, we compute the
router’s logit matrix—modeling the a [nify between blocks in the understanding and generation towers—and
average the weights across all generation blocks and tokens. iii) The third row presents the router’s output
at a fixed denoising step (t=1) for individual tokens, revealing that di Lerent tokens induce distinct routing
patterns. The results indicate that:

~ The router’s predictions vary across denoising steps. In the early stages, features from layers of di [erknt
depths are sparsely selected as the most influential. As the denoising process progresses, the weights
of the middle layers gradually increase, leading to smoother importance distributions and reduced
variation across steps. This trend is intuitive: at later stages, most semantic information has been
established, and the model no longer requires highly specific features from individual layers. This
observation is consistent with the findings reported in Liu et al. (2025b).

The router’s predictions also vary across tokens. As shown in Fig. 14, each token exhibits a distinct
connection pattern, reflecting the router’s ability to adapt its routing strategy to token-specific semantics.
This observation aligns with our ablation study, which demonstrates that token-wise prediction yields
better performance than sample-wise prediction.

Since the router is jointly optimized with the generation tower, it can be regarded as a surrogate
mechanism that approximates an optimal routing strategy. However, our analysis provides no evidence
that the final-layer embedding serves as an e [ective solution. Similarly, we find no consistent pattern
indicating a strict layer-to-layer correspondence in MoT. These findings suggest that previous designs
may not fully leverage the capacity of the understanding tower, thereby supporting our hypothesis and
underlying motivation.
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Figure 14 Visualization of the Router across Time Steps. The results show that di [erent tokens induce distinct connection
patterns, indicating that the router dynamically adjusts its layer-to-layer routing based on token-specific semantics.

Table 6 Performance of Foundational Image Generation Models on the GenEval Benchmark (Ghosh et al., 2023). GenEval
evaluates object-level prompt alignment in text-to-image models. Greyed rows denote models with unclear configuration
references, which hinders fair comparison. MoS-L attains the strongest results across several dimensions and delivers the
best overall performance.

Model #Param Single Obj.” Two Obj.” Counting” Colors” Position” Color Attri.” Overall”
GPT Image 1 [High] (OpenAl, 2025b) - 0.99 0.92 0.85 0.92 0.75 0.61 0.84
Seedream 3.0 (Gao et al., 2025) - 0.99 0.96 0.91 0.93 0.47 0.80 0.84
Qwen-lmage (Wu et al., 2025a) 20B 0.99 0.92 0.89 0.88 0.76 0.77 0.87
Emu3-Gen (Wang et al., 2024) 8B 0.98 0.71 0.34 0.81 0.17 0.21 0.54
SD3 Medium (Esser et al., 2024a) 2B 0.98 0.74 0.63 0.67 0.34 0.36 0.62
FLUX.1 [Dev] (Labs, 2024) 12B 0.98 0.81 0.74 0.79 0.22 0.45 0.66
SD3.5 Large (Esser et al., 2024a) 8.1B 0.98 0.89 0.73 0.83 0.34 0.47 0.71
Lumina-Image 2.0 (Qin et al., 2025) 2.6B - 0.87 0.67 - - 0.62 0.73
Show-02 (Xie et al., 2025c) 7B 1.00 0.87 0.58 0.92 0.52 0.62 0.76
Janus-Pro (Chen et al., 2025c) 7B 0.99 0.89 0.59 0.90 0.79 0.66 0.80
SANA-1.5 (Xie et al., 2025a) 4.8B 0.99 0.93 0.86 0.84 0.59 0.65 0.81
HiDream-I1-Full (Cai et al., 2025) 17B 1.00 0.98 0.79 0.91 0.60 0.72 0.83
TAR (Han et al., 2025) 7B 0.99 0.92 0.83 0.85 0.80 0.65 0.84
Bagel (Deng et al., 2025) 14B 0.98 0.95 0.84 0.95 0.78 0.77 0.88
Mogao (Liao et al., 2025) 7B 1.00 0.97 0.83 0.93 0.84 0.80 0.89
MosS-S 3B 1.00 0.95 0.83 0.89 0.86 0.81 0.89
MosS-L 5B 1.00 0.97 0.82 0.91 0.88 0.80 0.90
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Table 7 Performance of Foundational Image Generation Models on the DPG Benchmark (Hu et al., 2024). DPG-Bench evaluates
long-prompt alignment in text-to-image models. MoS-Image-L delivers state-of-the-art results across multiple dimensions,
ranking just below Lumina.

Model #Param  Global®  Entity”  Attribute”  Relation”  Other”  Overall”
DALL-E 3 (OpenAl, 2025a) - 90.97 89.61 88.39 90.58 89.83 83.50
GPT Image 1 [High] (OpenAl, 2025b) - 88.89 88.94 89.84 92.63 90.96 85.15
Seedream 3.0 (Gao et al., 2025) - 94.31 92.65 91.36 92.78 88.24 88.27
Qwen-Image (Wu et al., 2025a) 20B 91.32 91.56 92.02 94.31 92.73 88.32
SD v1.5 (Rombach et al., 2022) 0.86B 74.63 74.23 75.39 73.49 67.81 63.18
SDXL (Podell et al., 2023) 6.6B 83.27 82.43 80.91 86.76 80.41 74.65
Playground v2.5 (Li et al., 2024a) 6.6B 83.06 82.59 81.20 84.08 83.50 75.47
Hunyuan-DiT (Li et al., 2024b) 1.5B 84.59 80.59 88.01 74.36 86.41 78.87
PixArt-S (Chen et al., 2024a) 0.6B 86.89 82.89 88.94 86.59 87.68 80.54
BLIP-30 (Chen et al., 2025b) 8B - - - - - 81.60
Emu3-Gen (Wang et al., 2024) 8B 85.21 86.68 86.84 90.22 83.15 80.60
FLUX.1 [Dev] (Labs, 2024) 12B 74.35 90.00 88.96 90.87 88.33 83.84
SD3 Medium (Esser et al., 2024a) 2B 87.90 91.01 88.83 80.70 88.68 84.08
Janus-Pro (Chen et al., 2025c) 7B 86.90 88.90 89.40 89.32 89.48 84.19
TAR (Han et al., 2025) 7B 83.98 88.62 88.05 93.98 84.86 84.19
Mogao (Liao et al., 2025) 7B 82.37 90.03 88.26 93.18 85.40 84.33
HiDream-11-Full (Cai et al., 2025) 17B 76.44 90.22 89.48 93.74 91.83 85.89
Show-02-7B Xie et al. (2025¢c) 7B 89.00 91.78 89.96 91.81 91.64 86.14
Lumina-Image 2.0 (Qin et al., 2025) 2.6B - 91.97 90.20 94.85 - 87.20
MoS-Image-S 3B 89.29 92.17 92.09 89.38 90.18 86.33
MoS-Image-L 5B 91.74 90.59 91.29 93.30 91.69 87.01

Table 8 Performance on world knowledge reasoning with WISE (Niu et al., 2025). WISE evaluates complex semantic
understanding and world knowledge in text-to-image generation.

Model #Param Cultural” Time" Space’ Biology' Physics’ Chemistry’ Overall
GPT Image 1 [High] (OpenAl, 2025b) ; 0.81 071 089 0.83 0.79 0.74 0.80
Qwen-lmage (Wu et al., 2025a) 20B 0.62 0.63 0.77 0.57 0.75 0.40 0.62
VILA-U (Wu et al., 2024b) B 0.26 0.33 0.37 0.35 0.39 0.23 0.31
SDv1.5 (Rombach et al., 2022) 0.86B 0.34 0.35 0.32 0.28 0.29 0.21 0.32
Janus-Pro (Chen et al., 2025¢) B 0.30 0.37 0.49 0.36 0.42 0.26 0.35
Emu3-Gen (Wang et al., 2024) 8B 0.34 0.45 0.48 0.41 0.45 0.27 0.39
SDXL (Podell et al., 2023) 6.6B 0.43 0.48 0.47 0.44 0.45 0.27 0.43
SD3.5 Large (Esser et al., 2024a) 8.1B 0.44 0.50 0.58 0.44 0.52 0.31 0.46
PixArt-Alpha (Chen et al., 2024a) 0.6B 0.45 0.50 0.48 0.49 0.56 0.34 0.47
Playground v2.5 (Li et al., 2024a) 6.6B 0.49 0.58 0.55 0.43 0.48 0.33 0.49
FLUX.1 [Dev] (Labs, 2024) 12B 0.48 0.58 0.62 0.42 0.51 0.35 0.50
BAGEL (Deng et al., 2025) 14B 0.44 055 068 0.44 0.60 0.39 0.52
UniWorld-V1 (Lin et al., 2025) 12B 0.53 0.55 0.73 0.45 0.59 0.41 0.55
MoS-Image-S 3B 0.40 0.50 0.65 0.43 0.63 0.37 0.47
MoS-Image-L 5B 0.47 0.56 0.74 0.49 0.64 0.44 0.54
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Table 9 Quantitative results on OnelG (Chang et al., 2025). The overall score is averaged across five dimensions. With only
5B parameters, our model matches Imagen4 and trails recent commercial models by a small margin.

Model #Param  Alignment”  Text” Reasoning”  Style”  Diversity”  Overall”
Imagen3 (Baldridge et al., 2024) - 0.84 0.34 0.31 0.36 0.19 0.41
Kolors 2.0 (Team, 2025) - 0.82 0.43 0.26 0.36 0.30 0.43
Recraft V3 (Team, 2024b) - 0.81 0.80 0.32 0.38 0.21 0.50
Imagen4 (Google, 2025) - 0.86 0.81 0.34 0.38 0.20 0.52
Seedream 3.0 (Gao et al., 2025) - 0.82 0.87 0.28 0.41 0.28 0.53
GPT Image 1 [High] (OpenAl, 2025b) - 0.85 0.86 0.35 0.46 0.15 0.53
Qwen-Image (Wu et al., 2025a) 20B 0.88 0.89 0.31 0.42 0.20 0.54
Janus-Pro (Chen et al., 2025c¢) 7B 0.55 0.00 0.14 0.28 0.37 0.27
BLIP3-0 (Chen et al., 2025b) 8B 0.71 0.01 0.22 0.36 0.23 0.31
BAGEL (Deng et al., 2025) 14B 0.77 0.24 0.17 0.37 0.25 0.36
Show-02 (Xie et al., 2025¢) 7B 0.82 0.00 0.23 0.32 0.18 0.31
SDv1.5 (Rombach et al., 2022) 0.86B 0.57 0.01 0.21 0.38 0.43 0.32
SDXL (Podell et al., 2023) 6.6B 0.69 0.03 0.24 0.33 0.30 0.32
SANA-1.5(Xie et al., 2025a) 4.8B 0.77 0.07 0.22 0.40 0.22 0.33
Lumina-Image 2.0 (Qin et al., 2025) 2.6B 0.82 0.11 0.27 0.35 0.22 0.35
SD3.5 Large (Esser et al., 2024a) 8.1B 0.81 0.63 0.29 0.35 0.23 0.46
FLUX.1 [Dev] (Labs, 2024) 12B 0.79 0.52 0.25 0.37 0.24 0.43
CogView4 (Al and Team, 2025) 6B 0.79 0.64 0.25 0.35 0.21 0.45
OmniGen2 (Wu et al., 2025b) 4B 0.80 0.68 0.27 0.38 0.24 0.48
HiDream-11-Full (Cai et al., 2025) 17B 0.83 0.71 0.32 0.35 0.19 0.48
MoS-Image-S 3B 0.82 0.82 0.26 0.38 0.20 0.50
MoS-Image-L 5B 0.85 0.87 0.26 0.41 0.19 0.52

Table 10 Performance of Foundational Image Editing Models on ImgEdit Benchmark (Ye et al., 2025). Greyed rows indicate
models lacking clear configuration references, which prevents fair comparison.

Model #Param Add" Adjust” Extract” Replace” Remove” Back.” Style” Hybrid" Action” Overall”
FLUX.1 Kontext [Pro](Batifol et al., 2025) - 425 415 2.35 4.56 3.57 426 457 3.68 4.63 4.00
GPT Image 1 [High] (OpenAl, 2025b) - 461 433 290 435 366 457 493 396 489 420
Qwen-Image (Wu et al., 2025a) 20B 438 4.16 3.43 4.66 4.14 438 481 3.82 4.69 4.27
MagicBrush (Zhang et al., 2023) 0.86B 2.84 158 151 1.97 1.58 175 238 162 1.22 1.90
Instruct-Pix2Pix (Brooks et al., 2023) 0.86B 245 1.83 144 2.01 1.50 144 355 1.20 1.46 1.88
AnyEdit (Yu et al., 2025) 0.86B 3.18 2.95 1.88 2.47 2.23 224 285 1.56 2.65 2.45
UltraEdit (Zhao et al., 2024) 25B 344 281 2.13 2.96 1.45 283 3.76 191 2.98 2.70
OmniGen (Xiao et al., 2025) 3.8B 347 3.04 1.71 2.94 243 321 419 2.24 3.38 2.96
ICEdit (Zhang et al., 2025) 0.2B 358 3.39 1.73 3.15 2.93 3.08 384 204 3.68 3.05
Step1X-Edit (Liu et al., 2025d) 12B  3.88 3.14 1.76 3.40 241 3.16 4.63 2.64 2.52 3.06
BAGEL (Deng et al., 2025) 14B 356 331 1.70 3.30 2.62 3.24 449 2.38 4.17 3.20
UniWorld-V1 (Lin et al., 2025) 12B 382 3.64 2.27 3.47 3.24 299 421 2.96 2.74 3.26
OmniGen2 (Wu et al., 2025b) 4B 3.57 3.06 1.77 3.74 3.20 357 481 2.52 4.68 3.44
MoS-Image-S 3B 440 4.02 2.39 4.80 4.60 452 468 3.80 431 4.17
MoS-Image-L 5B 463 447 204 485 473 485 471 416 452 433
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Table 11 Performance of Foundational Image Editing Models on GEdit Benchmark (Liu et al., 2025d). Greyed rows indicate
models lacking clear configuration references, which prevents fair comparison.

Model #param G-Semantic Consistency” G-Perceptual Quality ” G.-Overall”
Gemini 2.0 (DeepMind, 2025) - 6.73 6.61 6.32
FLUX.1 Kontext [Pro](Batifol et al., 2025) 7.02 7.60 6.56
GPT Image 1 [High] (OpenAl, 2025b) - 7.85 7.62 7.53
Qwen-Image (Wu et al., 2025a) 20B 8.00 7.86 7.56
Instruct-Pix2Pix (Brooks et al., 2023) 0.86B 3.58 5.49 3.68
AnyEdit (Yu et al., 2025) 0.86B 3.18 5.82 321
MagicBrush (Zhang et al., 2023) 0.86B 4.68 5.66 4.52
UniWorld-V1 (Lin et al., 2025) 12B 4.93 7.43 4.85
OmniGen (Xiao et al., 2025) 3.8B 5.96 5.89 5.06
OmniGen2 (Wu et al., 2025b) 4B 7.16 6.77 6.41
BAGEL (Deng et al., 2025) 14B 7.36 6.83 6.52
Step1X-Edit (Liu et al., 2025d) 12B 7.66 7.35 6.97
MoS-Image-S 3B 8.00 7.34 7.41
MoS-Image-L 5B 8.54 7.64 7.86

Algorithm 1 Training procedure of MoS

Require: Paired training data (zg, ¢); understanding tower U; generation tower G; router R; number of layers
m, n; top-ke selection function.

1. 1. Encode input.
2: Extract hidden states from the understanding tower:

U(c)=FS{ji2[1,m]g

. 2. Sample diffusion step.

: Randomly sample timestept  Uniform(1, T) and obtain noisy latent z.
. 3. Predict routing weights.

. Compute router logits:

o g A~ W

W =R(c,t,z1)

where W 2 R™ " and w;; denotes the routing weight from the i-th understanding layer to the j-th
generation layer.
7: Normalize logits:
W = softmax(W)

where the softmax operation is applied to each column wy., ; of W.
8: 4. Construct conditional signal for each generation block.
9: forj=1tondo
10: Select indices of top-k elements under e-greedy rule:

lj = top-k e(Wl:m,j)
11 Compute the conditional context:
[ o u—
SJ(-: = a Wi SIC
i21;
12: Fuse with the generation tower features:
Hj = Concat Proj(S;), S{

13: Perform Generation Tower Block-j on H; to update SJ? to SJ-Z+l .

14: end for

15: 5. Compute loss.

16: Apply the di [udion objective (e.g., ", loss) between predicted and ground-truth zg.
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Algorithm 2 Inference procedure of MoS

Require: Conditioning input ¢; understanding tower U; generation tower G; router R; number of steps T;
number of top connections k; number of layers m, n.
Ensure: Generated sample 2,

1. 1. Encode conditioning signal.
2: Obtain hidden states from the understanding tower:

Uc)=FS{ji2][1mlg.

3. 2. Initialize latent.
4: Sample initial noise Z; N (0, 1.
5. 3. Iterative denoising.
6: fort =1 down to 0 do
7 Compute router logits:
W = R(c,t, Z)

8: Normalize logits:

W = softmax(W)

9: for j=1tondo
10: Select top-k indices under e-greedy rule:

lj = top-k e(Wl:m,j)

11 Compute the conditional context:

12: Fuse with the generation tower features:
Hj = Concat Proj(Sf), Sf

13: Perform Generation Tower Block-j on H; to update sz to sz+1 .
14: end for

15: Predict Z; ; with Vi = G(z ¢, W, U (c)) following the di [udion sampling rule.
16: end for

17: 4. Decode.

18: Obtain final output Z; via the decoder of G.
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Figure 15 Visualization of MoS-L on text-to-image generation. The samples are produced under a dynamic resolution setting,
with the maximum side length capped at 2048 pixels.
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Figure 16 Visualization of MoS-L/S and baseline methods on text-to-image generation. All models are evaluated with their
default parameters in Di [uders. We present results on challenging cases. These include scenarios such as arranging
foods with distinct categories, colors, and patterns; posters combining natural objects with visual text; and purely
textual prompts, such as generating a menu. MoS-L demonstrates competitive performance in these demanding settings.

Zoomed-in view for better clarity.
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Figure 17 Visualization of MoS-L/S and baseline methods on instruction-based image editing. All models are evaluated using
their default parameters in Di [uders. We showcase results on hybrid instructions and the cases involving visual text
editing. Zoomed-in for better clarity.
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